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Abstract

This paper shows that the importance of lagged inflation rates in the
Phillips curve is compatible with a model of time-dependent price sticki-
ness. The conventional interpretation of a significant coefficient on lagged
inflation as a deviation from optimizing behaviour may therefore be mis-
leading. Inflation persistence is introduced by relaxing the Calvo assump-
tion that the probability of price adjustment is constant, in favour of the
more plausible case where it increases with the duration of the adjustment
lag. This generalized Calvo model provides a good description of infla-
tion dynamics without the need to introduce any backwards-looking firms.
The paper then shows the policy implications drawn from the Calvo model
may be robust to mis-specification of the probability of price adjustment.
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1 Introduction

The presence of a significant lagged inflation term in the Phillips curve is widely
believed to pose a serious problem for the New Keynesian theory of aggregate
supply. This paper shows that this worry is overstated. Remarkably, a small
change to the Calvo model’s basic simplifying assumption of a constant probabil-
ity of price adjustment is sufficient to alter radically the implications for inflation
dynamics. The generalization of the Calvo model presented here considers the
plausible case where the price-adjustment probability increases as time elapses
since the previous price change. This modification leads to a Phillips curve in
which lagged inflation has a positive coefficient, similar in magnitude to that
found in recent empirical work. The reason inflation persistence is generated
is that in response to a shock that increases inflation, there are two conflicting
effects in subsequent periods. The first is a tendency for those firms that did
respond to shock to lower their prices to more normal levels. The second is a
tendency for firms that did not respond to increase their prices to bring them
in line with some of their competitors. In the Calvo model, both groups are
equally likely to adjust prices in subsequent periods, and so prices are just as
likely to go up as go down, resulting in no further inflation. But this paper
argues that firms which have waited for a longer time are more likely to make
price changes, so prices are more likely to up than down. Thus higher inflation
now leads to higher inflation in later periods.

The debate on inflation persistence was begun by Fuhrer and Moore [5] who
argued that the Taylor [20] contracting model could not explain the observed
degree of inflation persistence. Much more work has concentrated on the Calvo
[1] model and the New Keynesian Phillips curve, with its striking implication
that inflation is a purely forward-looking variable. This claim has been sub-
jected to much scrutiny by, among others, Roberts [14] [15] and Mankiw [13].
Scepticism about this implication has led to more attention being focussed on
the hybrid New Keynesian Phillips curve introduced by Gaĺı and Gertler [6],
based on a model that assumes there is some proportion of backwards-looking
firms using a simple rule-of-thumb to set prices. Other empirical studies of the
hybrid Phillips curve include Gaĺı, Gertler and López-Salido [7], Roberts [16]
and Rudd and Whelan [17]. Different estimates for the proportion of backwards-
looking firms are obtained depending on whether an output gap or a measure
of real unit labour costs is used. Gaĺı and Gertler [6] and Sbordone [18] argue
strongly in favour of real unit labour costs. However, even using this measure
the estimated proportion of backwards-looking firms tends to fall between 20%
and 40%.

Most work on the hybrid Phillips curve and inflation persistence has used
the Calvo model for simplicity, with the exception of some papers such as Fuhrer
[4] and Guerrieri [9] which use the Taylor model. But apart from these special
cases, very little work has considered inflation persistence in more general models
of price setting. This is worrying because it is known from Dotsey [2] that
significant biases can occur if the price-setting model is mis-specified. The
generalized Calvo model of this paper was first considered by Wolman [21] for
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some simple policy experiments. Here, the model used by Wolman is formulated
in such a way as to make it amenable to empirical estimation and optimal policy
analysis.

The assumptions of the generalized Calvo model are set out in section 2.
Section 3 presents the standard microfoundations of the New Keynesian model.
Section 4 derives the implications for aggregate supply and the Phillips curve.
Results from estimation of the model are given in section 5 along with a discus-
sion of the likely biases from mis-specification. Section 6 discusses the intuition
behind the results and clarifies the concept of inflation persistence. Then section
7 demonstrates that the implications of the Calvo model for optimal monetary
policy are robust to a mis-specification of the probability of price adjustment.
Finally, section 8 offers some conclusions.

2 The Generalized Calvo Model

The aim of this generalization of the Calvo model is allow empirical estimation
and optimal policy analysis of all models of time-dependent price stickiness. It
encompasses existing models as well as opening up easy access to a new range
of plausible alternatives. The fundamental building block is a sequence of price-
adjustment probabilities, denoted by {µi}∞i=1. µi is the probability that a firm
receives an opportunity to change its price given that its price was last changed
i periods ago. Behind this lies the assumption that the time elapsed since the
last price was set is the only determinant of the probability it will be changed
now. This assumption is highly restrictive, of course, and is justified only as a
compromise between tractability and realism. But compared against the Calvo
model, this generalization can get a bit closer to realism without sacrificing
much in the way of tractability. To allow any factors affecting the firm or the
economy to have a bearing on the likelihood of price adjustment leads to models
of state-dependent price stickiness which are notoriously difficult to analyse.1

A somewhat weaker relaxation of the assumption is to allow heterogeneity in
{µi}∞i=1between different groups of firms. This possibility is not explored here.2

However, the general implications of time-dependent pricing can be derived,
and these implications are testable. Any strong rejection might therefore point
towards the need for a state-dependent pricing model.

This framework easily encompasses the well-known Calvo and Taylor models.
The Calvo model sets µi = µ for all i; and the Taylor model requires µi = 0
for all i < m, and then µi = 1 thereafter. To achieve greater generality any
sequence of valid probabilities 0 ≤ µi ≤ 1 is permitted. One might expect
that the probability of price adjustment would rise monotonically, but other
non-monotonic patterns can be accommodated.

An equivalent way of representing the information in {µi}∞i=1 is with the
distribution of price-adjustment times. This is the stationary distribution of the
duration for which firms have held their prices fixed, which would be reached

1But for some recent progress on this see Dotsey, King and Wolman [3].
2For details of this extension, see Jadresic [10].
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given that the probability of price-adjustment is µi. This distribution is denoted
by the sequence {θi}∞i=0 where θi is the proportion of firms that use a price set
i periods ago. The sequence must satisfy three properties:

1 : θi ≥ 0 for all i = 0, 1, 2, . . .

2 :
∞∑

i=0

θi = 1 (1)

3 : θi+1 ≤ θi for all i = 0, 1, 2, . . .

The first two properties are obvious, but the third deserves some comment.
The reason for it is that all firms holding their prices fixed for i + 1 periods
must have held their price fixed for i periods prior to this. Apart from during
convergence to the stationary distribution, condition 3 could fail to hold if there
is some state dependence in pricing decisions, and this could in principle be
used to test for state dependence. The flow of firms between the different price
durations depends on the price-adjustment probabilities as follows:

θi+1 = (1− µi+1)θi for i = 0, 1, 2, . . . (2)

Equation (2) is used to find the adjustment-time distribution {θi}∞i=0 satis-
fying the three conditions which corresponds to a given sequence of probabilities
{µi}∞i=1, or vice versa.3 The distribution of adjustment times can be summarized
by its mean m =

∑∞
i=0 iθi and its variance v =

∑∞
i=0(i−m)2θi. By shifting the

price-adjustment probabilities away from either of the Calvo or Taylor special
cases, the speed of price and inflation adjustment is affected for purely mechan-
ical reasons. But this is not the whole story. Since firms are assumed to be
rational and forward looking, this change also affects their expectations about
the future, in particular about how long any price they or their competitors set
is likely to remain fixed for.

3 Microfoundations

This section presents the microfoundations for households and firms which un-
derlie the model and shows how a log-linear approximation of the equilibrium
can be obtained.4

3All valid {θi}∞i=0 correspond to a valid {µi}∞i=1 sequence, but the converse is not exactly
true. However, a valid distribution does exist for all reasonable sequences of adjustment
probabilities. See Appendix B.1 for further details. Note that once θi = 0 then µi+1, µi+2, . . .
are unrestricted.

4The material here is standard and follows Chapter 3 of Woodford [22] very closely. To
those familiar with these arguments only equations (17), (19) and (20) are needed to under-
stand the next section.
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3.1 Households

Households consume a continuum of goods and each sells a particular labour
input. Each specialized labour input is itself supplied by a continuum of house-
holds. The consumption aggregator of household j is given by:

Cj,t ≡
(∫ 1

0

Cj,t(z)
ε−1

ε dz

) ε
ε−1

(3)

The parameter ε > 1 is the elasticity of substitution between different goods.
Household utility is discounted by a factor 0 < β < 1. The expected discounted
flow of utility is:

Ut(j) ≡
∞∑

i=0

βiEt [u(Cj,t)− v(Lt(j))] (4)

The utility function for consumption u(·) is strictly increasing and concave.
The disutility of labour function v(·) is strictly increasing and convex. All
households have access to a complete set of financial markets and are assumed
to have equal initial wealth. It follows that all share the same consumption level
and because of this, the household subscript on consumption is dropped.

The following optimality conditions for households are standard. Demand
for a specific good is given by:

Ct(j) =
(

Pt(j)
Pt

)−ε

Ct (5)

The consumption-based price index is equal to:

Pt =
(∫ 1

0

Pt(z)1−εdz

) 1
1−ε

(6)

There is no government consumption in the model, but the government
does use some distortionary tax instruments. Each household faces an income
tax/subsidy at rate τt.5 This rate varies over time, but lump-sum transfers
automatically adjust to ensure the net tax burden is zero. A household supplying
labour of type j receives nominal wage Wt(j), and all households are price and
wage takers. The optimality condition for labour supply is:

vl(Lt(j))
uc(Ct)

=
(1− τt)Wt(j)

Pt
(7)

The period t nominal stochastic discount factor for money in period t + i is
Qt,t+i. By no-arbitrage, the nominal interest rate set by the central bank must
agree with:

1 + it = (EtQt,t+1)
−1

5This is intended only as one possible distortion. Others, such as variations in firms’ desired
markups, could also be introduced.
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Finally, the intertemporal Euler equation for households is:

β(1 + it)Et

[
uc(Ct+1)
uc(Ct)

Pt

Pt+1

]
= 1 (8)

3.2 Firms

Each good is produced by only one firm which acts as a monopolistic competitor.
Output depends upon one specialized labour input per good. The production
function is:

Yt(j) ≡ AtLt(j) (9)

Technology is denoted by At. Market clearing requires that Ct(j) = Yt(j)
for all goods. It is assumed that each firm is a wage-taker in the market for the
specialized labour input it needs. Because of constant returns to scale, the real
marginal cost of output produced by firm j is:

Ξt(j) =
Wt(j)
AtPt

(10)

Real marginal costs can differ because firms can set different prices and use
different labour inputs. The average level of real marginal costs is defined as:

Ξt ≡
∫ 1

0

Ξt(z)dz

When goods and labour markets are in equilibrium, equations (7) and (10)
imply that the real marginal cost of firm j is equal to:

Ξt(j) =
vl

(
Yt(j)
At

)

(1− τt)Atuc(Yt)

By substituting in the demand function in equation (5), it can be seen that
equilibrium real marginal costs differ only when relative prices differ:

Ξt(j) =
vl

((Pt(j)
Pt

)−ε
Yt

At

)

(1− τt)Atuc(Yt)
(11)

If all firms faced no constraints on price adjustment then the profit-maximizing
price is a markup on real marginal cost:

Pt(j)
Pt

=
ε

ε− 1
Ξt(j) (12)

As all firms face a symmetric decision problem, the flexible-price equilibrium
is defined by the condition:

Ξt =
ε− 1

ε
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When prices are sticky, a firm that gets an opportunity to change price must
consider the new price’s effect on profits not just in the current period but over
the whole duration for which the price might remain fixed. Hence firms choose
a price by maximizing the market value of their stream of current and expected
future profits. To calculate this they use the conditional probability that a price
set in period t will still be fixed in period t + i, which is denoted by ςi:

ςi ≡
i∏

j=1

(1− µj) for i = 0, 1, 2, . . .

A firm j that gets an opportunity in period t chooses its price Pt(j) to
maximize the following expression:

max
Pj(j)

Et

[ ∞∑

i=0

ςiQt,t+iP
ε
t+iCt+i

{
Pt(j)1−ε − Pt+iΞt+i(j)Pt(j)−ε

}
]

The first-order condition characterizing the optimal price is:

∞∑

i=0

ςiEt

[
Qt,t+iP

1+ε
t+i Yt+i

{
Pt(j)
Pt+i

−
(

ε

ε− 1

)
Ξt+i(j)

}]
= 0

By substituting in the expression for real marginal costs:

∞∑

i=0

ςiEt


Qt,t+iP

1+ε
t+i Yt+i





Pt(j)
Pt+i

−
(

ε

ε− 1

) vl

((Pt(j)
Pt+i

)−1 Yt+i

At+i

)

(1− τt+i)At+iuc(Yt+i)






 = 0

(13)
The decision problem is the same for all firms that receive an opportunity

during period t. Therefore all choose the same price Pt(j) = Rt, which is
subsequently referred to as the reset price. The existence of a common reset
price allows the price level to be written as:

Pt =

( ∞∑

i=0

θiR
ε−1

ε
t−i

) ε
ε−1

(14)

The aggregate supply relationship in the economy is given by the solution
of equations (13) and (14). However, the equations are too complicated to be
solved in their present form, so a log-linearization of the model is required.

3.3 Log-Linearization

The log-linearization is defined around a steady state where the exogenous vari-
ables technology and fiscal policy are constant, and where all prices are fully
flexible and inflation is zero. In addition, the steady-state income tax/subsidy
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rate is set so that the competitive equilibrium is also efficient. Essentially, fiscal
policy offsets any distortions created by imperfect competition. In what follows,
steady-state values are denoted by a bar above the variable, and log-deviations
are generally denoted by lower-case characters. For the exogenous variables,
log-deviations of technology and fiscal policy are defined as:

at ≡ log(At)− log(Ā) ηt ≡ − (log(1− τt)− log(1− τ̄))

From equations (11) and (6) the log-deviation of average real marginal cost
is given by:

ξt = (σ + ω)yt − (1 + ω)at + ηt

The parameter σ is the coefficient of relative risk aversion and also the inverse
of the intertemporal elasticity of substitution; ω is the inverse of the real-wage
elasticity of the compensated labour supply curve:

σ ≡ − Ȳ u′′(Ȳ )
u′(Ȳ )

> 0 ω ≡ L̄v′′(L̄)
v′(L̄)

> 0

When prices are flexible there are no deviations of real marginal cost from its
steady state value and so ξt = 0. The corresponding flexible-price log-deviation
of output is denoted by ŷt = log(Ŷt) − log(Ȳ ). Fluctuations in fiscal policy
create distortions making even the flexible-price equilibrium inefficient. The
log-deviation of the efficient level of output is denoted by y∗t = log(Y ∗

t )− log(Ȳ ):

ŷt =
(

1 + ω

σ + ω

)
at −

(
1

σ + ω

)
ηt and y∗t =

(
1 + ω

σ + ω

)
at

The output gap is defined as the log-deviation of actual output from the
efficient level of output:

xt = yt − y∗t hence ξt = (σ + ω)xt + ηt (15)

Once prices are sticky there can be heterogeneity of real marginal costs across
firms. There is a link between relative prices and individual and average real
marginal costs which is derived from equation (11):

ξt(j) = ξt − εω(pt(j)− pt) (16)

If one isolated firm faces no future restrictions holding its price fixed then it
would choose optimal flexible price ft if given the opportunity. From equation
(12) this is equal to:

ft = pt + αξt where α =
1

1 + εω
(17)

For some firm j that has an opportunity to change its price now, but knows
that the price is likely to remain fixed in the future, the best choice of price is
found by log-linearizing equation (13):
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pt(j) =
∞∑

i=0

ϑiEt[pt+i + ξt+i(j)] where ϑi =
βiςi∑∞
i=0 βiςi

=
βiθi∑∞
i=0 βiθi

(18)
The new sequence of parameters {ϑi}∞i=0 is a set of discount factors addi-

tionally weighted by the probability that a price will still be fixed in the future.
The effect of the price on future profits is discounted once because financial
markets discount income received in the future, and again because there is a
chance that the firm will have chosen a new price before the future profits are
realized. The optimal reset price %t = log(Rt) − log(P̄ ) can be expressed as
a weighted average of current and expected future optimal flexible prices by
combining equation (18) with equations (16) and (17):

%t =
∞∑

i=0

ϑiEt [ft+i] (19)

Finally, an expression for the log-deviation of the price level is needed. Using
equation (14) this is written as a weighted average of current and past log-
deviations of the reset price:

pt =
∞∑

i=0

θi%t−i (20)

4 Aggregate Supply

The aggregate supply relationship for models of time-dependent price stickiness
is characterized by equations (17), (19) and (20). It is helpful to introduce the
following polynomials:

θ(z) ≡
∞∑

i=0

θiz
i and ϑ(z) ≡

∞∑

i=0

ϑiz
i where ϑi ≡ βiθi∑∞

i=0 βiθi
(21)

Note that θ(1) = 1 and ϑ(1) = 1. The polynomial θ(z) provides a complete
description of the distribution of price-adjustment times and equivalently, the
sequence of price-adjustment probabilities.6 With fully flexible prices, θ0 = 1
and so the mean m and variance v of the adjustment-time distribution are both
0. When some prices are sticky for at least one period, θ0 < 1, and so both
m and v are positive. From now on it is assumed that at least some prices are
sticky. Equations (19) and (20) can now be stated in terms of polynomials in
the lag operator L and the forward operator F:

%t = Et[ϑ(F)(pt + αξt)] and pt = θ(L)%t (22)
6The mean and variance of the distribution can be written in terms of derivatives of θ(z),

with m = θ′(1) and v = θ′′(1) + θ′(1)(1− θ′(1)).
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The aggregate supply relationship is given by the solution of these equations:

{I− θ(L)Etϑ(F)} pt = αθ(L)Etϑ(F)ξt (23)

The dynamics of the price level depend upon the convolution of the two
polynomials θ(z) and ϑ(z−1):

ℵ(z) ≡ 1− θ(z)ϑ(z−1)

It is shown in Appendix B.4 that this polynomial has the correct number of
roots inside and outside the unit circle for any valid distribution of adjustment
times. In addition, it always has a unit root, allowing the aggregate supply
equation to be written as a Phillips curve in terms of inflation πt = pt − pt−1

and real marginal costs. If no price remains fixed for longer than m periods the
number of terms in the Phillips curve remains finite:

πt =
m−1∑

i=1

γi0πt−i +
m∑

i=0

m∑

j=1

γijEt−i[πt−i+j ] +
m∑

i=0

m∑

j=0

δijEt−i[ξt−i+j ] (24)

This Phillips curve is rather complicated, even for relatively small m values.
It contains many leads and lags, as well as expectations formed on the basis
of different information sets. As the upper bound on the duration of price
stickiness increases, so does the number of terms. This might seem particularly
problematic for the Calvo model which sets no upper bound. But it is well
known that there is a very simple expression for the New Keynesian Phillips
curve derived from the Calvo model.7 This suggests that equation (24) is far
from being the only representation of the Phillips curve. The contribution of this
paper is to demonstrate that there are many other models of time-dependent
price stickiness with relatively simple Phillips curves.

4.1 Recursive Models

The Calvo model sets µi = 1−φ for some φ, and so the price stickiness duration
has a geometric distribution with θi = (1− φ)φi. This distribution can also be
characterized by the recursion:

θi = φθi−1 for i = 1, 2, . . .

A natural generalization of this is to make the recursion a higher order
difference equation:

θi = φ1θi−1 + φ2θi−2 + · · ·+ φnθi−n for i = n, n + 1, n + 2, . . . (25)

Using this nth-order recursion, the whole distribution of adjustment times is
generated by solving equation (25) with initial conditions θ−1 = θ−2 = . . . = 0

7For example, see Mankiw [13].
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and
∑∞

i=0 θi = 1 imposed. The resulting model is referred to as the nth-order
generalized Calvo model.8 The difference equation itself can be represented by
a lag polynomial:

φ(z) ≡ 1−
n∑

i=1

φiz
i =

n∏

i=0

(1− ρiz) (26)

If all the roots of φ(z) lie strictly outside the unit circle then there is a simple
link between φ(z) and the polynomials θ(z) and ϑ(z):9

θ(z) =
φ(1)
φ(z)

and ϑ(z) =
φ(β)
φ(βz)

for all |z| ≤ 1 (27)

One subtlety here is how to guarantee that the three conditions in equation
(1) are satisfied. While

∑∞
i=0 θi = 1 is true by construction, ensuring that

{θi}∞i=0 is non-negative and non-increasing is much more difficult.10 For now it
is simply assumed that φ(z) is specified to ensure that a valid distribution. If
all the values of ρi are distinct then the terms of the distribution can be written
as:11

θi =
n∑

j=1

cjρ
i
j for some c1, . . . , cn

The polynomial φ(z) is now used to find what is called the recursive rep-
resentation of the Phillips curve. Using equation (27), equation (22) can be
restated with lag and lead polynomials involving φ(z):

φ(L)pt = φ(1)%t and Et[φ(βF)%t] = φ(β)(pt + αξt) (28)

Combining these two equations yields the recursive representation of aggre-
gate supply:

Et[φ(βF)φ(L)pt] = φ(β)φ(1)(pt + αξt) (29)

The polynomial governing the dynamics of the price level is:

χ(z) ≡ φ(z)φ(βz−1)− φ(1)φ(β) (30)
8In the Calvo model a direct interpretation of the parameter φ can be given. In higher

order models there does not seem to be a direct interpretation for φi. So these parameters
are thought of simply as a useful and parsimonious way of specifying a distribution of price-
adjustment times.

9The mean and variance of the duration of price stickiness can also be stated in terms of

φ(z): m = −φ′(1)
φ(1)

and v =
φ′(1)2−φ(1)(φ′′(1)+φ′(1))

φ(1)2
.

10A necessary condition is that ρi < 1 for all i. A set of sufficient conditions is ρi ∈ R,
ρi < 1 for all i, and

∑n
i=1 ρi < 1. For n = 1, 0 ≤ φ1 < 1 is necessary and sufficient. In

Appendix B.2 necessary and sufficient conditions are presented for the case n = 2. For higher
values of n the problem is difficult.

11It is possible to get some direct interpretation of the ρi parameters through their link with
the price-adjustment probabilities. It can be shown that µ1 = 1−∑n

i=1 ρi and limi→∞ µi =
1− ρ∗ where ρ∗ = sup{ρ1, . . . , ρn}.

11



And in terms of this polynomial, aggregate supply is determined by:

Et[χ(L)pt] = αφ(1)φ(β)ξt (31)

So there are two competing representations of the aggregate supply equa-
tion. The first representation given in equation (23) will be called the direct
representation. The lag polynomials for the price level in the two cases are:

Direct : ℵ(z) ≡ 1− θ(z)ϑ(z−1)

Recursive : χ(z) ≡ φ(z)φ(βz−1)− φ(1)φ(β)

It can be seen that χ(z) = φ(z)φ(βz−1)ℵ(z), so these polynomials share
some roots, and hence have similar dynamic properties. Appendix B.4 shows
that χ(z) like ℵ(z) has the appropriate number of roots inside and outside the
unit circle. As before, χ(z) also has a unit root enabling it to be factorized as
χ(z) = (1− z)ψ(z). Hence, a recursive representation can also be given for the
Phillips curve in terms of inflation and real marginal cost:

Et[ψ(L)πt] = αφ(β)φ(1)ξt (32)

The positive and negative powers in ψ(z) correspond to the leads and lags
of inflation that appear in the Phillips curve:

ψ(L) = ψ0 +
n−1∑

i=1

ψiLi +
n∑

i=1

ψ−iFi

Splitting the inflation terms into a past and a future block, and normalizing
the coefficient of current inflation to one:

πt = Et[ψF (F)πt] + ψL(L)πt +
αφ(1)φ(β)

ψ0
ξt where (33)

ψF (z) ≡ −
n∑

i=1

ψ−i

ψ0
zi and ψL(z) ≡ −

n−1∑

i=1

ψi

ψ0
zi

It can be checked that χ(β) = 0, which implies that β is also a root of ψ(z)
and hence

∑n−1
i=−n βiψi = 0. Hence the coefficients on expected future inflation

and lagged inflation must have the following sum:

ψF (β−1) + ψL(β) = 1

Since β ' 1, it follows that ψF (1)+ψL(1) ' 1 implying that the coefficients
on past and future inflation sum approximately to 1.

This version of the Phillips curve is much simpler than the direct representa-
tion; it contains substantially fewer terms and all expectations are conditioned
on time t information. For an nth-order generalized Calvo model, there are
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terms for expected future inflation n periods into the future, and there are n−1
lags of inflation also present. The Phillips curve has real marginal cost as its
measure of inflationary pressure, but with the microfoundations outlined ear-
lier there is a simple link between this and the output gap found in equation
(15). This leads to a more familiar link between inflation and the output gap
augmented with supply shocks:

Et[ψ(L)πt] = φ(β)φ(1)(κxt + αηt) where κ =
σ + ω

1 + εω

πt = Et[ψF (F)πt] + ψL(L)πt +
φ(1)φ(β)

ψ0
(κxt + αηt) (34)

The lags of inflation create the inflation persistence which is absent from the
standard Calvo model. The extent of inflation persistence could be measured
by the sum of the coefficients on lagged inflation ψL(1), or by a sacrifice ratio
measuring the cost in terms of lost economic activity of a permanent reduction
of inflation.12 Formally it is the ratio of cumulated discounted output gaps to
the size of the inflation reduction. The sacrifice ratio for a surprise reduction of
inflation in the space of one period is given by:

SR =
1

(1− β)κφ(1)φ(β)

n−1∑

j=1

(1− βj)ψj (35)

4.2 First-Order Case (Calvo Pricing)

The recursive lag polynomial for the Calvo model is simply φ(z) = 1−φz where
φ is the constant probability that a firm’s price must remain fixed. The resulting
New Keynesian Phillips curve is:

πt = βEtπt+1 +
α(1− φ)(1− βφ)

φ
ξt (36)

This particular Phillips curve is noteworthy because it contains no lags of
inflation, and hence no inflation persistence. Inflation depends only on current
and expected future values of real marginal cost. The past is irrelevant, except
through any effect it might have on real marginal cost in the future:

πt =
α(1− φ)(1− βφ)

φ

∞∑

i=0

βiEtξt+i

However, it should be clear from equation (34) that the Calvo model is not
representative of the whole range of time-dependent models of price stickiness.
In the previous section it was shown that these do contain lags of inflation, and
hence do exhibit inflation persistence.

12Note that different speeds of disinflation in general have different sacrifice ratios.
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4.3 The Second-Order Case

To introduce inflation persistence in the simplest possible way, this section
presents the second-order generalized Calvo model. Its recursive lag polyno-
mial is:

φ(z) = 1− φ1z − φ2z
2 = (1− ρ1z)(1− ρ2z)

It is easily seen that φ1 = ρ1+ρ2 and φ2 = −ρ1ρ2. The first price adjustment
probability is µ1 = 1 − (ρ1 + ρ2) and the limit of the sequence of probabilities
is µ∞ = 1 −max{ρ1, ρ2}. So at least one root must be positive. If the second
root is also positive then the price-adjustment probabilities rise monotonically:
µ1 < µ2 < . . . < µ∞. This requires φ2 < 0. When φ2 is positive, the adjustment
probabilities oscillate, so the most plausible case has φ2 < 0.13 It is shown in
Appendix B.2 that the following conditions must be imposed to obtain a valid
distribution of adjustment times:

φ1 < 1 and − 1
4
φ2

1 ≤ φ2 ≤ φ1(1− φ1)

Using equation (33) the Phillips curve can be derived:

πt = γ1πt−1 + γ−1Etπt+1 + γ−2Etπt+2 + δξt where (37)

γ1 = −φ2γ
−1
0

γ0 = φ1 + φ2 − βφ1φ2

γ−1 = β(φ1 + βφ2 − βφ1φ2)γ−1
0

γ−2 = β2φ2γ
−1
0

δ = α(1− φ1 − φ2)(1− βφ1 − β2φ2)γ−1
0

In the case where the price-adjustment probabilities are increasing, the lag of
inflation has a positive coefficient, signifying the presence of inflation persistence.
The coefficient would only be negative if the price-adjustment probabilities were
to oscillate.

To get a clearer idea of the differences between the standard Calvo model
and the second-order model the following table compares the two for particular
values of the parameters. Throughout, it is assumed that β = 1. The table
below reports the mean, median and standard deviation of the adjustment-time
distribution for both models, and then gives the coefficients of the inflation rates
that appear in the Phillips curve:

Order φ1 φ2 Mean Med SD πt−1 Etπt+1 Etπt+2

1st 0.75 0 3 2–3 3.46 0 1 0
2nd 1 -0.25 2 1–2 2 0.25 1 -0.25

13These are the only two possibilities in the second-order case. Other more interesting
non-monotonic patterns for the probabilities can be accommodated in higher-order models.
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Figure 1: Price-adjustment probabilities

The mean and median adjustment lag are higher for the Calvo model, so in
this case it exhibits greater stickiness of prices. What is surprising is that this
does not translate into higher inflation persistence. The second-order model has
some inflation persistence, but the Calvo model has none. This observation calls
into question any simple link between price stickiness and inflation persistence.
Figure 1 displays the differences between the two sequences of price-adjustment
probabilities. Here the differences are quite marked and it provides support to
the claim that there is much less price-stickiness in this particular second-order
model. The distributions of adjustment times are plotted in figure 2. The Calvo
model example has noticeably fewer firms having set their price more recently,
and relatively many having set price a number of periods ago. But neither of
these two observations leads automatically to any inflation persistence.

4.4 Do All Models have a Recursive Representation?

The recursive representation for the Phillips curve in equation (33) has been seen
to be a very convenient way of writing the Phillips curve. But one might wonder
whether every model of time-dependent price stickiness can be expressed in this
form. Unfortunately this is not possible, but luckily the number of models for
which no recursive representation exists is quite small. For example, consider
a model with 2-period Taylor contracts with µ1 = 0 and µ2 = µ3 = · · · = 1.
In terms of the adjustment-time distribution, this is θ0 = θ1 = 1/2, and hence
θ(z) = 1

2 (1 + z). But even as m → ∞, no recursive representation is available
for this model:
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Figure 2: Distribution of price-adjustment times

φ(z) = (1 + z)−1 = 1− z + z2 − z3 + · · ·
This sequence does not converge for z = −1 or z = 1, and it needs to

converge for all z with |z| ≤ 1 to be useful. An alternative is to find a recursive
representation for a model very close to the one of interest. For the 2-period
Taylor model one could choose µ1 = c for some small positive value of c:

θ(z) =
1 + (1− c)z

2− c
and φ(z) =

1
1 + (1− c)z

=
∞∑

i=0

(−(1− c))izi

Now θ(z) has a root at z = (c − 1)−1 which lies outside the unit circle for
small and positive c. Therefore the recursive representation is well defined. It is
proved in Appendix B.3 that any model with {µi}∞i=1 bounded away from zero
has a well-defined recursive representation. Even when some price-adjustment
probabilities are zero it is still possible to find a recursive representation that is
a very close approximation.

The ability to give almost all models of time-dependent price stickiness a
recursive representation turns out to be useful for the analysis of optimal pol-
icy conducted in section 7. But for empirical work the existence of a recursive
representation requiring an infinite number of terms is not particularly helpful.
Fortunately, it seems that most reasonable sequences of price-adjustment prob-
abilities can be approximated with a recursive model of a low enough order not
to create econometric problems. The only widely-used sticky price model that
is awkward to approximate is the Taylor model.
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4.5 A Hybrid Model with Rule-of-Thumb Firms

Because the Calvo model cannot generate inflation persistence it is often ex-
tended to include a mixture of rational profit-maximizing firms and firms which
are backwards-looking and merely follow a pricing rule-of-thumb. To determine
whether such backwards-looking firms are necessary when the generalized Calvo
model is used, it is useful to be able to see how their presence affects the Phillips
curve. Let λ denote the proportion of rule-of-thumb firms and let %̃t be the re-
set price chosen by all these at time t. Denote the reset price chosen by all
optimizing firms as %∗t . The average reset price %t is:

%t = λ%̃t + (1− λ)%∗t (38)

The simple rule-of-thumb considered here is the one proposed by Gaĺı and
Gertler [6]. A backwards-looking firm simply chooses the an average of all firms’
reset prices from the recent past together with some correction for inflation:

%̃t = %t−1 + πt−1 (39)

The optimizing firms behave as they did in the earlier section, represented
by equation (28):

Et[φ(βF)%∗t ] = φ(β)ft (40)

Combining equations (28), (38), (39) and (40) yields:

Et[G(L)pt] = α(1− λ)φ(1)φ(β)ξt where

G(z) = φ(βz−1){φ(z)(1− λz)− λφ(1)z(1− z)} − (1− λ)φ(β)φ(1)

As before, G(z) has a unit root, leading to the factorization G(z) = (1 −
z)H(z) and an expression for the hybrid Phillips curve in terms of inflation:

Et[H(L)πt] = α(1− λ)φ(1)φ(β)ξt (41)

The lag polynomial H(L) has n lags and n leads for an nth-order hybrid
version of the generalized Calvo model. This means there is an extra lag of
inflation when λ 6= 0, and one lag of inflation even for the Calvo model. But
while adding backwards-looking firms makes a huge difference to Calvo model,
for higher-order models the change is less marked since lags of inflation already
appear. Expressions for the coefficients are given for the case of n = 2:
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πt = γ1πt−1 + γ2πt−2 + γ−1Etπt+1 + γ−2Etπt+2 + δξt where (42)

γ2 = λφ2γ
−1
0

γ1 = {−φ2 + λ(1− βφ1φ2)}γ−1
0

γ0 = φ1 + φ2 − βφ1φ2 + λ(1− φ1 − φ2 + βφ1 + β2φ2
2)

γ−1 = β{φ1 + βφ2 − βφ1φ2 − λβφ2(2− φ1 − φ2)}γ−1
0

γ−2 = β2φ2γ
−1
0

δ = α(1− λ)(1− φ1 − φ2)(1− βφ1 − β2φ2)γ−1
0

5 Empirical Analysis

This section presents the results of estimation of the generalized Calvo model.
Two questions are of interest. First, what is the pattern of price-adjustment
probabilities? Second, what proportion of backwards-looking firms is needed
to explain inflation dynamics? The technique most commonly employed to es-
timate a model of this kind is the Generalized Method of Moments (GMM).
Most work on the New Keynesian Phillips curve has used GMM.14 The advan-
tage of GMM is that it allows the Phillips curve to be estimated without making
assumptions about other equally controversial parts of the economic model.

Different price-setting specifications from the Calvo model have also been
estimated, but typically by using full-information methods, such as in Fuhrer
and Moore [5] and Fuhrer [4]. The reason for this can be seen from equation (24).
The presence of expectations conditional on different information sets makes it
difficult to find good instruments to use in the orthogonality conditions. It is
necessary to lag the instruments for as many periods as prices can remain sticky
for. This creates the challenge of finding variables that can predict inflation well
two or three years into the future. The correct specification of orthogonality
conditions in this case is discussed further in Dotsey [2]. In spite of these
difficulties, Guerrieri [9] has estimated a hybrid Phillips curve based on Taylor
contracts, but has had to assume relatively short contracting durations.

But by using the recursive representation of the Phillips curve in equation
(33) or (41), the generalized Calvo model can be estimated easily by GMM.
The only requirement is that the price-setting specifications of interest can be
reasonably well represented by a low-order recursive model. The econometric
method used is directly comparable with Gaĺı and Gertler [6] and the substantial
literature which takes its lead from them. In this paper, the second-order hybrid
generalized Calvo model is estimated. Estimation of higher-order models is left
for a future research.15

14The alternative of FIML estimation has been pursued by Lindé [12] and Kurmann [11].
15Preliminary work suggests that estimation of higher-order models does not change the

conclusions substantively. But further work is still needed.
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Spec. φ1 φ2 β λ 1
4φ2

1 + φ2 J-stat
α = 1.00 1.138 −0.307 0.948 0.018 0.017 12.862
Norm(1) (0.124)∗∗ (0.102)∗∗ (0.069) (0.094) (0.043) [0.913]

α = 1.00 1.026 −0.242 0.909 −0.066 0.021 13.977
Norm(2) (0.094)∗∗ (0.084)∗∗ (0.061) (0.083) (0.042) [0.871]

α = 0.50 1.043 −0.275 0.948 0.017 −0.003 12.861
Norm(1) (0.126)∗∗ (0.092)∗∗ (0.070) (0.090) (0.043) [0.913]

α = 0.50 0.921 −0.245 0.877 −0.087 −0.033 14.320
Norm(2) (0.093)∗∗ (0.074)∗∗ (0.084) (0.076) (0.038) [0.855]

α = 0.25 0.927 −0.237 0.949 0.016 −0.022 12.861
Norm(1) (0.132)∗∗ (0.082)∗∗ (0.071) (0.084) (0.041) [0.913]

α = 0.25 0.741 −0.218 0.785 −0.097 −0.081 15.057
Norm(2) (0.100)∗∗ (0.069)∗∗ (0.143) (0.075) (0.036)∗∗ [0.820]

Table 1: Structural parameters: Standard errors are given in parentheses, p-values

in square brackets. ∗indicates significance at the 10% level, ∗∗significance at the 5%

level. For βthe significance levels are for the test β = 1. The expression 1
4φ2

1+φ2needs

to be positive to get a valid distribution of adjustment times.

5.1 GMM Estimation

Before estimation can be performed, a number of issues of specification must
be addressed. Most important among them is whether to use a measure of
real unit labour costs or an output gap measure. This paper follows Gaĺı and
Gertler in using real unit labour costs as a proxy for real marginal cost. Using an
output gap measure would require a more-or-less ad hoc detrending procedure
for output, an approach which has not proved fruitful elsewhere. In spite of
the strong assumptions needed to link real marginal costs with unit labour
costs, and the limitation of scope in not linking inflation directly with economic
activity, this choice allows attention to be focussed on the principal issue of
pricing behaviour, and permits comparisons with other papers.

This study uses US quarterly data from 1960:1 to 2003:4 also for reasons of
comparability. The price index is the GDP deflator, and the measure of real
unit labour costs is for the non-farm business sector. Other variables used as
instruments are the interest rate spread, a measure of quadratically detrended
log GDP, wage inflation and commodity-price inflation. Details of the sources
and construction of these series are given in Appendix C. Four lags of each
variable are used as instruments in the orthogonality conditions.

One further issue of specification relates to the fact that α cannot be identi-
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fied when estimating the structural model. From equation (17), this parameter
is the elasticity of the optimal flexible price with respect to real marginal cost,
and 0 < α < 1. The parameter is less than one because of the specific labour
inputs used by firms, but this phenomenon could also result from decreasing
returns to labour in production. In Gaĺı and Gertler [6], α is set to 1, but Gaĺı,
Gertler and López-Salido [7] also consider the case of α < 1, and it does have
some impact on the results. In this study, a range of values of α is considered
to assess the robustness of the results.

The final issue of specification concerns the normalization of the orthogonal-
ity conditions. In non-linear GMM estimation the choice of normalization can
affect the results. Following Gaĺı and Gertler [6], two different normalizations
are used, one of which sets the coefficient on current inflation to 1. The hybrid
Phillips curve for the second-order generalized Calvo model was given in equa-
tion (42), along with formulae linking the coefficients γi and δ to the structural
parameters. Normalization N(1) sets the coefficient of πt to 1; N(2) leaves it
unrestricted. If the instruments are contained in a vector zt, the orthogonal
conditions can be expressed as:

N(1) : E[{πt − γ1πt−1 − γ2πt−2 − γ−1πt+1 − γ−2πt+2 − δξt}zt] = 0
N(2) : E[{γ0(πt − γ1πt−1 − γ2πt−2 − γ−1πt+1 − γ−2πt+2 + δξt)}zt] = 0

To compute standard errors and estimate the weighting matrix a Newey-
West estimator with 6 lags is used. The minimization algorithm for the GMM
estimator was iterated until convergence of both the parameters and the weight-
ing matrix.

Table 1 displays the estimated structural parameters under a number of dif-
ferent specifications. The parameter estimates do not differ too greatly between
specifications. First, the estimate of φ2 is significantly negative under all specifi-
cations, so the pure Calvo model is strongly rejected in favour of a model where
price-adjustment probabilities rise monotonically. Second, the estimate of the
proportion of rule-of-thumb firms is not significantly different from zero under
any specification, suggesting that purely backwards-looking firms are not im-
portant in explaining inflation dynamics for the second-order generalized Calvo
model. The estimates of β are mostly sensible and none were significantly differ-
ent from 1. It was not necessary to impose β = 1 at any stage of the estimation.
None of the J statistics indicates a rejection of the over-identifying restrictions.

Table 2 presents the implied coefficients of the Phillips curve for the esti-
mated model. These coefficients are non-linear functions of the parameters so
the delta method was used to obtain standard errors. In all cases the coef-
ficient on lagged inflation is highly significant even though the proportion of
backwards-looking firms is very close to zero. This demonstrates the ability
of the generalized Calvo model to generate inflation persistence when all firms
are fully rational. The preferred specification is that with α = 0.25 and with
the first normalization. The first normalization is known to have better small-
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Spec. πt−1 πt−2 Etπt+1 Etπt+2 ξt SR
α = 1.00 0.331 −0.005 1.122 −0.276 0.028 0.320
Norm(1) (0.077)∗∗ (0.028) (0.137)∗∗ (0.077)∗∗ (0.017) (0.062)∗∗

α = 1.00 0.161 0.016 0.922 −0.200 0.062 0.193
Norm(2) (0.057)∗∗ (0.025) (0.073)∗∗ (0.054)∗∗ (0.022)∗∗ (0.050)∗∗

α = 0.50 0.296 −0.005 1.005 −0.247 0.028 0.287
Norm(1) (0.071)∗∗ (0.024) (0.141)∗∗ (0.071)∗∗ (0.017) (0.056)∗∗

α = 0.50 0.140 0.021 0.770 −0.188 0.080 0.183
Norm(2) (0.047)∗∗ (0.024) (0.073)∗∗ (0.037)∗∗ (0.024)∗∗ (0.044)∗∗

α = 0.25 0.256 −0.004 0.869 −0.213 0.028 0.249
Norm(1) (0.065)∗∗ (0.019) (0.146)∗∗ (0.064)∗∗ (0.017) (0.051)∗∗

α = 0.25 0.110 0.021 0.528 −0.135 0.121 0.152
Norm(2) (0.034)∗∗ (0.023) (0.070)∗∗ (0.024)∗∗ (0.030)∗∗ (0.037)∗∗

Table 2: Reduced-form coefficients: Asymptotic standard errors are in parentheses.

These are calculated using the delta method. ∗indicates significance at the 10% level,
∗∗significance at the 5% level. SR denotes the sacrifice ratio relative to a case with

only backwards-looking firms.

sample properties16 and a low value of α is compatible with a high degree of
real rigidity. In this preferred specification the coefficient of lagged inflation
is approximately 0.25. The estimated distribution of price-adjustment times
and the sequence of price-adjustment probabilities are plotted for this preferred
specification in figures 3 and 4. The estimates are plotted alongside 95% con-
fidence bands. These diagrams broadly confirm the earlier conclusions about
the rejection of the Calvo model. The estimated price-adjustment probabilities
are seen to be rising monotonically, starting very close to zero for firms which
have just changed price, and rising close to 1 after a price has been fixed for
more than 8 quarters. But it should be noted that the confidence bands are
very wide.

Finally, the validity of the second-order model itself can be tested by checking
whether the estimated adjustment-time distribution satisfies the three necessary
conditions in equation (1). From figure 3 the distribution seems to satisfy these
properties except for becoming slightly negative and non-monotonic after about
9 quarters. However, given the confidence bands the deviation is not statistically
significant. This conclusion can be verified by checking the confidence interval
for 1

4φ2
1 + φ2. It is a necessary condition for a valid distribution of adjustment

16See Gaĺı, Gertler and López-Salido [7].
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Figure 3: Estimated distribution of price-adjustment times: α = 0.25, Norm(1)
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Figure 4: Estimated price-adjustment probabilities: α = 0.25, Norm(1).
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times that this expression be positive. From table 1 it is seen that it is slightly
negative, even for the preferred specification. However, in none of the specifica-
tions is it significantly negative. Therefore the second-order generalized Calvo
model seems to provide a good description of inflation dynamics.

5.2 Consequences of Mis-specification

This section briefly explores the likely consequences of mis-specifying the price-
adjustment probabilities. It considers the possible biases that arise if a standard
hybrid Phillips curve is estimated when the true model is the second-order gen-
eralized Calvo model. The full model used to generate the data is summarized
by the following equations:

Et[H(L)πt] = (1− λ)φ(1)φ(β)(κxt + αηt)
xt = mt − pt

∆mt = ρ∆mt−1 + εt

εt ∼ IID(0, σ2
ε)

ηt ∼ IID(0, σ2
η)

Aggregate demand is proportional to the stock of real money balances, and
monetary policy specifies an exogenous path for the nominal money stock. The
parameters used to generate the data are given in the table below:

β ε σ ω φ1 φ2 ρ σε ση

0.995 2 4 1 1 -0.25 0.8 1 1

To begin with, the true value of λ is set to 0 and 250 samples of 1000
observations are generated. The hybrid Phillips curve is then estimated using
GMM with 2 lags of inflation and the output gap as instruments. Figure 5 shows
the estimated sampling distributions for λ and φ obtained from the Monte Carlo
simulation. Clearly a substantial bias is present when the data is generated by
a second-order model with parameters similar to those estimated earlier. The
size of the bias is large enough to call into question the results obtained from
the ordinary Calvo model.

To see how the bias changes when there are some backward-looking firms in
the true model, the previous exercise is repeated for a range of λ values between
0 and 1. The mean of the sampling distribution of λ is plotted in figure 6
against its true value together with the bands that capture 95% of the sampling
distribution. The graph shows that while the bias is smaller for higher values
of λ, it shrinks rather slowly.
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Figure 5: Estimated parameters using simulated data
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Figure 6: Size of bias for different values of λ
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6 Discussion

6.1 What is Inflation Persistence?

This paper has not yet offered a precise definition of inflation persistence, but
the term as it is used in the literature seems to carry two distinct meanings. The
first concept stresses the time-series properties of the inflation series: Is it white
noise? Is it close to a random walk? What are its autoregressive coefficients? To
illustrate this concept suppose that inflation can be described by the following
simple statistical model:

πt = ρππt−1 + επ,t where επ,t ∼ IID(0, σ2
ε)

In this AR(1) model, επ,t represents the prediction error or surprise com-
ponent of inflation. The “statistical” concept of inflation persistence says that
inflation is more persistent when ρ is higher. More generally, πt would be
described by an ARMA process and a number of measures of “statistical” per-
sistence could be used, such as the half-life of the effects of an επ,t shock, or the
sum of the autoregressive coefficients, or the largest autoregressive root. All of
these provide a way of summarizing a certain property of the impulse response
function of πt to an επ,t shock, namely the rapidity of decay of the shock’s ef-
fects. The shock επ,t also has no direct economic interpretation; it will simply
be a mixture of fundamental economic shocks.

An alternative concept of inflation persistence is based on whether past in-
flation has an effect on the short-run Phillips curve. According to this view,
“structural” inflation persistence occurs when the short-run trade-off between
inflation and the output-gap is adversely affected by higher past inflation. Essen-
tially, if inflation rises now, it must also rise to some extent in the future unless
the output gap deteriorates. Structural inflation persistence measures how dif-
ficult it is to squeeze higher inflation out of the economy without widening the
output gap. Structural inflation persistence can be measured by comparing the
sum of coefficients on past inflation to those on future inflation in the Phillips
curve. This notion is closely related to the concept of a sacrifice ratio which
says something about the size of the output gaps necessary to bring inflation
down. Structural inflation persistence does not imply that high inflation nec-
essarily follows high inflation, but that the economy must pay a price to stop
this happening. Whether it actually happens or not depends on how inflation
affects monetary policies and aggregate demand.

The link between these two concepts of inflation persistence is quite weak.
As a matter of logic, statistical inflation persistence is neither necessary nor
sufficient for structural inflation persistence. To see this consider the following
examples. First, suppose that prices are fully flexible and all agents have full
information about the economy. In this case the Phillips curve is vertical in
the short run as well as the long run, and clearly inflation does not affect the
output gap. Thus there is no structural inflation persistence. Now suppose that
monetary policy is conducted in a way that makes the money supply growth rate
behave like a highly persistent autoregressive process. Since money is neutral,
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the inflation rate will more or less inherit the statistical properties of the money
supply growth rate and becomes itself a highly persistent process. For the second
example, suppose that past inflation does adversely shift the Phillips curve, but
that the central bank is committed to a target for the forecast of inflation one
period ahead. If monetary policy is sufficiently potent to achieve this target then
the deviation of inflation from target will be unpredictable (inflation is white
noise plus a constant) and so all statistical inflation persistence is eliminated.
But of course this comes at the cost of potentially large fluctuations of the
output gap because of the structural persistence present.

The reason for the difference is that statistical inflation persistence is not
a property of the Phillips curve alone, but depends on other aspects of the
model such as aggregate demand and monetary policy. Structural inflation
persistence is a function only of the coefficients of the Phillips curve. So it would
be wrong to view statistical inflation persistence necessarily as a constraint on
policy, especially since it may result in part from the conduct of policy itself.
However, structural persistence is directly interpretable as a constraint that
forces the policy-maker to choose between the conflicting objectives of output
gap elimination and inflation stabilization.

To gain further insight into the link between the two concepts, the Phillips
curve in equation (33) is solved forwards to eliminate expectations of future
inflation. After this has been done, inflation depends on its own lagged values
together with current and expected future levels of real marginal cost:

A(L)πt = Et[G(F)ξt]

A measure of structural inflation persistence might be based on the coeffi-
cients or roots of the lag polynomial A(L). But for statistical inflation persis-
tence is focus is upon:

B(L)πt = επ,t

Two measures that might be used here are the sum of the autoregressive
coefficients 1−B(1), or the largest autoregressive root of B(L). Note that if real
marginal cost is unpredictable then the concepts of statistical and structural
persistence exactly coincide. But in general they will differ. For simplicity,
suppose that real marginal cost can be described as a univariate AR(1) process:

ξt = ρξξt−1 + εξ,t hence Et[G(F)ξt] = G(ρξ)ξt

Combining this with the earlier equation:

(1− ρξL)A(L)πt = G(ρξ)εξ,t

For the second-order generalized Calvo model A(z) = 1− γz for some γ > 0
when the price-adjustment probabilities are increasing. In the standard Calvo
model γ = 0. Inflation has the following statistical model:

(1− ρξL)(1− γL)πt = G(ρξ)εξ,t
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Figure 7: Inflation persistence

The sum of the autoregressive coefficients is equal to γ + (1 − γ)ρξ. It
follows that this sum lies somewhere between ρξ and 1, so inflation is a more
persistent process than real marginal costs with the generalized Calvo model,
but has the same persistence as it with the standard Calvo model. The largest
autoregressive root would increase if γ > ρξ. Other measures such as the half-life
or even a visual inspection of the impulse response function would also lead to
the conclusion that structural inflation persistence is likely to add to statistical
inflation persistence.

The table below gives the values of the structural parameters used in the
following example:

β ε σ ω Calvo: φ 2nd-order: φ1 2nd-order: φ2

0.995 3 3 2 0.75 1 -0.25

Figure 7 shows how inflation responds differently in the two models. Both
exhibit statistical inflation persistence, but the generalized Calvo model has
structural persistence which leads it also to have more statistical persistence.

6.2 Why does Inflation Persistence Occur?

Why does inflation persistence not occur in the Calvo model but does occur in
plausible alternatives? To answer this question it is helpful to consider what
must happen after a shock if there is to be no inflation persistence. Suppose
some shock raises real marginal costs or firms’ desired markups. This leads
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some firms to increase their prices, but only those that get an opportunity to
do so. For concreteness suppose that 25% of firms have changed their prices in
the current period. If the price level and inflation are unexpectedly 1% higher
then these firms must have raised their prices by 4%.

Now consider what happens in subsequent periods once the direct effect of
the shock has gone. Those firms which did respond to the shock will want to
cut their prices back to more normal levels, and those that did not respond
will want to increase their prices in line with the higher general price level. For
there to be no inflation persistence inflation must fall back to 0% in the following
periods. In other words, the general price level must remain 1% permanently
higher. If firms believe that this will happen then the group which did respond
to the shock will want to cut their prices by 3% and the other group want to
raise them by 1%. The second group is 3 times larger than the first (75% to
25%), so the general price level remains unaltered only if proportion of firms
changing prices from both groups is equal.

According to the Calvo model, this is certain to happen. Its basic assumption
is that price adjustment is equally likely irrespective of whether the last price
change was 1 quarter ago or 10 quarters ago. By contrast, the generalized Calvo
model advocated in this paper permits the assumption that the firm with a price
10 quarters old is more likely to change it than a firm with a fresh price. The
implication of this view is that firms in the second group are more likely to
change price, and hence prices are more likely to go up again overall than go
down, which of course means that inflation continues to be positive and prices
continue on their upwards trajectory. The precise extent of subsequent inflation
is harder to determine since there is an interaction between what is expected and
what firms want to do. Nonetheless, it should be clear that inflation returning
to zero is very much a special case.

6.3 Policy Experiments

To give a further indication of the differences between the standard Calvo model
and the generalization, two policy experiments are carried out. The first assumes
that aggregate demand is related to the real money stock and that monetary
policy sets an exogenous growth rate for the nominal money supply:

xt = mt − pt

∆mt = ρ∆mt−1 + εt

εt ∼ IID(0, σ2
ε)

The parameter ρ is given value 0.8. The effects on inflation and the output
gap of a shock to the money supply growth rate are shown in figure 8. The second
policy experiment assumes that aggregate demand is governed the intertemporal
Euler equation (8). For monetary policy, a Taylor rule is adopted:
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Figure 8: First policy experiment

xt = Etxt+1 − σ−1(rt − Etπt+1)
rt = δrrt−1 + δππt + δxxt + εt

εt ∼ IID(0, σ2
ε)

The parameters of the Taylor rule are set as follows: δr = 1.1, δπ = 0.4
and δx = 0.2. Note that the coefficient on the interest rate is greater than one.
This means that interest rate changes build up over time in response to a shock.
Figure 9 displays the impulse response functions of inflation, the output gap,
and the nominal interest rate to a monetary policy shock.

In both cases it is clear that the inflation rates do not differ hugely in their
statistical persistence, especially when compared with figure 7. This should
emphasize the need to think about structural and statistical inflation persistence
clearly, and illustrates the danger of trying to see structural inflation persistence
using an impulse response function.

7 Analysis of Optimal Policy

So far this paper has established that models with different price-adjustment
probabilities from the Calvo model have very different implications for inflation
persistence, and are likely to yield very different empirical results, most partic-
ularly for the proportion of backward-looking firms needed to explain inflation
dynamics. One might expect that once the degree of inflation persistence in
the Phillips curve changes then so will the implications for optimal monetary
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Figure 9: Second policy experiment

policy. As it now becomes harder to reduce inflation once it has begun, it would
be plausible that monetary policy should become more aggressive towards in-
cipient inflation. This section shows that surprisingly this is not true, and more
remarkably that optimal monetary policy under commitment is completely inde-
pendent of the particular price-adjustment probabilities and the implied degree
of inflation persistence.

To determine optimal policy it is necessary to have a criterion for optimality,
and for this paper, as elsewhere in the literature, the criterion is minimization
of a loss function based on the average level of households’ utility:

Wt ≡
∫ 1

0

Ut(j)dj

With a utility-based loss function, the precise form of the function depends
on the features of the model. An ad hoc loss function will typically contain a
weighted sum of quadratic terms in inflation and the output gap, the idea being
that both inflation and output gap deviations are undesirable so both must be
penalized. While it fairly clear why output gaps are undesirable if these mean
individuals are either working and consuming too little relative to preferences
and technology, or even working and consuming too much; it is less clear why
inflation is undesirable. However, one explanation offered by the theoretical
model is that when prices are sticky, relative prices can deviate from levels that
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Figure 10: Weights for autocovariances and spectral density

are justified by the underlying real differences of preferences and production
costs between goods. The combination of inflation and sticky prices means that
a low relative price does not necessarily signal high productivity or unfavourable
preferences for that good: it may merely happen because that particular firm
is late in adjusting its price. But in this argument it is not inflation per se, but
unnecessary relative price distortions that should appear in the loss function.
This is confirmed by a formal analysis of the utility-based loss function using
the method pioneered by Woodford [22].

But the link between relative price distortions and the rate of inflation is
contingent on a particular pattern of price adjustments. Remarkably, Wood-
ford [22] shows that the squared inflation rate is proportional to relative price
distortions in the Calvo model. However, the current paper will demonstrate
that this feature is not robust to different price-setting assumptions.17 The de-
tails of this argument are presented in Appendix A.1, the key result of which is
for a second-order Taylor expansion of the loss function:

Wt = −W̄
∞∑

i=0

βiEt

[
Πt+i +

κφ(1)φ(β)
ε

x2
t+i

]
+ t.i.p. +O(||ηt||3) where

Πt ≡
n−1∑
r=0

n−1∑
s=0

κr,sπt−rπt−s κr,s ≡



n∑

i=max{r,s}+1

φi





1−

min{r,s}∑

j=1

φj




17Steinsson [19] shows how the utility-based loss function changes when some backwards-
looking firms are introduced.
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In general the expectation of the loss function depends on the whole autoco-
variance function of inflation, not just on its variance. As an example, with the
second-order generalized Calvo model the expected loss is a function of the vari-
ances of inflation and the output gap, but also depends negatively on the first
autocovariance of inflation if the price-adjustment probabilities are increasing.

To see why it is desirable for the inflation rate to be serially correlated in
the generalized Calvo model consider the following numerical example. Assume
that no firm changes its price after only one period with a new price, but after
that the price-adjustment probability rises. Assume also that there are always
25% of firms setting a new price in each period. This means there must be 25%
of firms which set a price one period ago. Suppose that the economy is initially
in a zero inflation steady state, until there is a shock which leads to an increase
in inflation by 1%. This rise in inflation is caused by the 25% of firms which
respond to the shock. These all raise their prices by 4%.

Now in the next period the government is trying to decide how to respond to
this inflation. Imagine that the government is solely concerned with eliminating
relative price distortions and is not troubled by the output gap. Suppose first
the government takes a firm line and manages to reduce inflation to zero in the
next period. Given that none of the previously responding firms get another
opportunity, the policy is effected by ensuring that no other firms increase their
prices. The government could do this by contracting output and lowering real
marginal costs. The cross-sectional distribution of prices would remain the same:
25% of firms have charged a 4% price increase, the other 75% are unchanged.
In this case the cross-sectional variance is 3%.

An alternative to this harsh policy is to reduce inflation more gradually.
Suppose it comes down to 1

3% in the period after the shock. Given that only
25% of the firms which previously have not adjusted get an opportunity this
time, each one of them must increase its price by 4

3%. The cross-sectional
distribution now has 25% of firms with a 4% price rise, 25% with a 4

3% price
rise, and 50% with no change in price. Here, the cross-sectional variance is 2 2

3%
which is actually lower than when no inflation subsequently occurred.

Now in the Calvo model, if the number of firms setting a fresh price is 25%
then the number that set a price one period ago must be 18.75% (the probability
of price adjustment is 0.25). If the same exercise is repeated it is found that the
cross-sectional variance is higher in the second period when inflation is positive
than when it is zero. So the Calvo model creates no incentive for a smooth
reduction of inflation to minimize relative price distortions.

For a general price-setting model there are two effects of higher second-period
inflation. The first is the effect of raising the prices of some extra firms above
those that are still waiting for an opportunity. The second effect is that the
second-period adjusters get closer to the first-period adjusters. The first effect
has an adverse impact on relative price distortions, the second ameliorates the
distortions. With the Calvo model, all firms have the same likelihood of changing
their price in the second period. So the high prices are just as likely to come
down as the low prices are to go up. This eliminates the second effect and so any
subsequent inflation has a deleterious effect on distortions. In the generalized
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Figure 11: Optimal policy response to a cost-push shock

Calvo model it is argued that the first-period adjusters are less likely to adjust
again in the second period, so it is more important that some prices rise towards
them from below. This makes the second effect more relevant and creates the
possibility that some second-period inflation is good for relative price distortions.
Of course, if second-period inflation were too high then the first effect would
dominate.

As both the loss function and the constraint change when the price-adjustment
probabilities change, it is not clear whether optimal policy will become tougher
on inflation to ensure that a favourable trade-off between the output gap and
inflation exists in the future, or whether it will become more tolerant because
the loss function seems to encourage some inflation persistence. A formal anal-
ysis of this question is pursued in Appendix A.3 and the somewhat surprising
result is stated below:

Theorem 1 For any valid set of price-adjustment probabilities with a recursive
representation, the optimal policy under commitment from a timeless perspec-
tive using the utility-based loss function takes the form of a targetting a weighted
average of the output gap and the deviation of the price level from some deter-
ministic path:

1
1 + ε

xt +
ε

1 + ε
pt = 0
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Irrespective of the particular pattern of price-setting, the optimal policy
under commitment requires something very similar to a nominal income target,
except that different weights are attached to the real and nominal components.
An equal weight is assigned to each component as ε → 1. Note also that the
price level is required to be stationary.

The optimal policy response to a cost-push shock can be found by solving
the following dynamic equation:

P(z) = φ(z)φ(βz−1)− φ(1)φ(β)(1− εκ)

Et[P(L)pt] = αφ(1)φ(β)ηt where ηt ∼ IID(0, σ2
η)

The implied impulse response functions of inflation, prices, and the output
gap are displayed in figure 11. Inflation initially rises, falls back, and then
becomes slowly negative as the price level is returned to target.

8 Conclusions

This paper has constructed a viable alternative to the hybrid Phillips curve
based on Calvo pricing augmented by some backwards-looking firms. A fully
optimizing model of time-dependent price stickiness can have just the same suc-
cess at explaining inflation persistence. The model is flexible and permits a wide
range of price-adjustment probabilities to be considered, but more importantly
it remains tractable for estimation and policy analysis. If this model is a good
description of reality then the finding of a significant proportion of backwards-
looking firms may be explained away as a bias resulting from a mis-specified
model. The reason this bias occurs is that for a region of inflation persistence
levels, the second-order generalized Calvo model and the standard Calvo model
with some rule-of-thumb firms are almost observationally equivalent. But in
spite of the differences in estimation results for the two models, in terms of op-
timal monetary policy under commitment there is no difference between them.
Even if the empirical results for the Calvo model cannot be trusted, there is a
chance that its policy implications can be.

For future research it would be useful to estimate higher-order versions of the
generalized Calvo model to see if these conclusions can be confirmed. It is likely
that these higher-order models can explain even more inflation persistence than
the second-order model. In addition it would be interesting to know more about
the distribution of adjustment times, given that the estimated distributions for
the second-order model are rather limited. These results could then be compared
with microeconomic evidence on price adjustment to get a further test of the
model. It might also be possible to use this model to find a better description of
inflation dynamics for a Phillips curve linking inflation directly with the output
gap if a good measure of the latter could be found. This is one area where
the Calvo model has failed badly, so it would be interesting to know if the
alternatives will fare any better.
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A Policy Analysis

This appendix presents the steps needed to obtain a second-order approximation
of the utility-based loss function and then finds a first-order approximation for
optimal policy under commitment.

A.1 Deriving the Loss Function

The welfare criterion adopted here is based on the average level of each house-
hold’s expected discounted utility stream. Average household utility received in
period t is equal to:

Υt ≡
∫ 1

0

{u(Ct)− v(Lt(j))} dj

From equation (4), the average expected discounted flow of utility is:

Wt ≡
∫ 1

0

Ut(j)dj =
∞∑

i=0

βiEtΥt+i (43)

Then take a second-order Taylor expansion of this around the flexible-price
steady state. Note that all partial derivatives are evaluated at steady-state
values:
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Υt = C̄uc

(
ct +

1
2
(1− σ)c2

t

)
− L̄vl

(∫ 1

0

lt(j)dj +
1
2
(1 + ω)

∫ 1

0

lt(j)2dj
)

+t.i.p. +O(||ηt||3) where “t.i.p.”= terms independent of policy and
O(||ηt||r) = terms of order r or higher in ηt

The vector of exogenous variables ηt contains both fiscal policy and technol-
ogy variables. All log deviations of endogenous variables are O(||ηt||). Goods
market clearing implies that ct(j) = yt(j), and using equation (3) a second-order
approximation of the consumption aggregator can be obtained:

yt =
∫ 1

0

yt(j)dj +
1
2
(1− ε−1)

∫ 1

0

yt(j)2dj − 1
2
(1− ε−1)y2

t +O(||ηt||3)

By substituting in the production function yt(j) = at + lt(j) from equation
(9) and the steady-state condition Ȳ uc = L̄vl:

Υt = − Ȳ uc

2

{
(σ − ε−1)y2

t + (1 + ω)(a2
t − 2atyt)− (ε−1 + ω)

∫ 1

0

yt(j)2dj
}

+ t.i.p. +O(||ηt||3) (44)

The integral of yt(j)2, which gives the average value of yt(j)2 across all firms,
is related to the cross-sectional variance of log output levels. That cross-sectional
variance has the following definition:

Varj(yt(j)) ≡ Ej [yt(j)2]− (Ej [yt(j)])2 =
∫ 1

0

yt(j)2dj − y2
t +O(||ηt||3)

Combining this with equation (44) and recalling the definition of the output
gap xt = yt − y∗t given in equation (15), it can be seen that the approximation
of period t utility depends on the output gap and the cross-sectional variance
of production in that period:

Υt = − Ȳ uc

2
{
(σ + ω)x2

t + (ε−1 + ω)Varj(yt(j))
}

+ t.i.p. +O(||ηt||3) (45)

The cross-sectional variance of log-prices, or log deviations of prices, is de-
noted by Ωt ≡Varj(log Pt(j)) =Varj(pt(j)). From the demand curve in equation
(5) it follows that the cross-sectional variance of output is proportional to the
cross-sectional variance of log prices:

Varj(yt(j)) = ε2Varj(pt(j)) = ε2Ωt
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Substituting this result into equation (45) and then summing over time and
taking expectations as in equation (43) yields the second-order approximation
of the criterion in terms of output gaps xt+i and cross-sectional variances of
prices Ωt+i:

Wt = − Ȳ ucε

2α

∞∑

i=0

βiEt

[
Ωt+i +

κ

ε
x2

t+i

]
+ t.i.p. +O(||ηt||3)

Inflation affects welfare in this model because when combined with staggered
price adjustment it creates unnecessary differences between relative prices. An
expression linking the cross-sectional variance Ωt to past inflation rates is needed
if this effect is to be assessed precisely. This is done by finding an approximation
for the price index and then using information about the probability of price
adjustment to link this with the history of prices set by firms. A first-order
approximation of the price index in equation (6) is given by:

pt =
∫ 1

0

pt(j)dj +O(||ηt||2) (46)

Using this result and the definition of the cross-sectional variance:

Ωt ≡ Varj(pt(j)) = Ej[pt(j)2]− p2
t +O(||ηt||3) (47)

The probability distribution of price-adjustment times is specified in the
sequence {θi}∞i=0. All firms that changed price at t − i chose the same reset
price %t−i. The probability that a randomly selected firm last set its price at
t− i is θi, so the first and second moments of the cross-sectional distribution of
prices are (almost surely) equal to the following:

Ej [pt(j)] =
∞∑

i=0

θi%t−i = θ(L)%t and Ej [pt(j)2] = θ(L)%2
t (48)

By using equation (46) and the definition of the recursive lag polynomial in
equation (27):

pt = θ(L)%t +O(||ηt||2) and φ(L)pt = φ(1)%t +O(||ηt||2)

hence %2
t =

(φ(L)pt)2

φ(1)2
+O(||ηt||3)

Using equation (47) for the cross-sectional variance and equation (48):

Ωt = θ(L)%2
t − p2

t +O(||ηt||3)
By multiplying both sides by the recursive lag polynomial φ(L) and using

the link with θ(L) in equation (27):
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φ(L)Ωt = φ(1)%2
t − φ(L)p2

t +O(||ηt||3)
Combining this result with the previous equation in %2

t yields:

φ(1)φ(L)Ωt = (φ(L)pt)2 − φ(1)φ(L)p2
t +O(||ηt||3)

If the right-hand side of this equation is written out in full with the lag
polynomial φ(L) in equation (26) eliminated, a link between the cross-sectional
variance of prices and recent price levels is established:

φ(1)φ(L)Ωt =

(
pt −

n∑

i=0

φipt−i

)2

−
(

1−
n∑

i=0

φi

)(
p2

t −
n∑

i=0

φip
2
t−i

)
+O(||ηt||3)

It can be shown that after a series of manipulations the above expression is
equal to the simpler one given below:

φ(1)φ(L)Ωt =
n∑

i=1

φi(pt − pt−i)2 −
n∑

i=1

i−1∑

j=1

φiφj(pt−j − pt−i)2 +O(||ηt||3)

Because this expression contains only differences between price levels at sev-
eral times it can be restated solely in terms of inflation rates:

φ(1)φ(L)Ωt =
n∑

i=1

i−1∑
r=0

i−1∑
s=0

φiπt−rπt−s +
n∑

i=1

i−1∑

j=1

i−1∑

r=j

i−1∑

s=j

φiφjπt−rπt−s +O(||ηt||3)

The expression is rather complicated so all terms in πt−rπt−s are grouped
together with coefficients κr,s:

φ(1)φ(L)Ωt =
n−1∑
r=0

n−1∑
s=0

κr,sπt−rπt−s +O(||ηt||3) (49)

where κr,s ≡



n∑

i=max{r,s}+1

φi





1−

min{r,s}∑

j=1

φj




It will be convenient to define Πt to be a block of cross-products of inflation
rates between t and t− n + 1:

Πt ≡
n−1∑
r=0

n−1∑
s=0

κr,sπt−rπt−s (50)

By multiplying by sides of equation (49) by the inverse of the recursive lag
polynomial φ(L) it can be seen that the cross-sectional variance of prices is a
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weighted average of current and past blocks of inflation terms Πt−i with weights
depending on the distribution of price-adjustment lags:

Ωt =
1

φ(1)2
θ(L)Πt +O(||ηt||3)

Multiplying Ωt+i by discount factor βi, summing over i and taking expec-
tations produces the following result, where equation (27) has once again been
used:

∞∑

i=0

βiEtΩt+i =
1

φ(1)φ(β)

∞∑

i=0

βiEtΠt+i + t.i.p. +O(||ηt||3) (51)

In this equation, the terms independent of policy now include terms such as
Πt−1 and Πt−2 which are predetermined at time t and so cannot be affected by
policy decisions from time t onwards. It is now possible to write the second-order
approximation of the welfare criterion in terms of output gaps and inflation rates
only:

Wt = −W̄
∞∑

i=0

βiEt

[
Πt+i +

κφ(1)φ(β)
ε

x2
t+i

]
+ t.i.p. +O(||ηt||3) (52)

A.2 Unconditional Expectation of Loss Function

If the inflation rate and the output gap are covariance stationary processes it is
possible to find the unconditional expectation of the welfare criterion. If this is
well defined then E[Wt] = (1 − β)−1E[Υt]. Using equation (52) and dropping
the terms independent of policy and third-order and higher terms in ηt:

E[Υt] = −W̄
{
E[Πt] +

κφ(1)φ(β)
ε

Var(xt)
}

The term Πt involves a series of cross-products of inflation rates at different
times, so its expectation depends on the variance and autocovariances of the
inflation series. Let γπ(k) =Cov(πt, πt−k) be the kth autocovariance of inflation,
then the expected value of Πt is:

E[Πt] = ζ0γπ(0) + 2
n−1∑

k=1

ζkγπ(k) where

ζk ≡
n∑

i=k+1

(i− k)φi −
n∑

i=k+1

i−k−1∑

j=1

(i− j − k)φiφj

Defining γx(k) =Cov(xt, xt−k), the expectation of the loss function is given
by:
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E[Υt] = −W̄
{

ζ0γπ(0) + 2
n−1∑

k=1

ζkγπ(k) +
κφ(1)φ(β)

ε
γx(0)

}

These formulae link the expected value of the loss function to the autocovari-
ance function for inflation and the output gap. Although only the variance of
the output gap matters, when n > 1 the autocovariances of inflation are needed
as well. It is also possible to write the expectation of the loss function in terms
of the spectral density functions for inflation and the output gap. The spectral
density functions are defined by the following, where i =

√−1:

sπ(ω) ≡ γπ(0) + 2
∞∑

j=1

γπ(k)e−iω sx(ω) ≡ γx(0) + 2
∞∑

j=1

γx(k)e−iω

It follows that the expected loss can be written as:

E[Υt] = −W̄
{∫ π

−π

[
ζ0 + 2

n−1∑

k=1

ζk cos(ωk)

]
sπ(ω)dω +

κφ(1)φ(β)
ε

∫ π

−π

sx(ω)dω

}

A.3 Optimal Policy under Commitment

Given the loss function derived in A.1, this section considers what is the best
policy that would be chosen under commitment. Here, commitment refers to
a response of the variables the policy-maker can control to exogenous shocks
in a known way, even if the shocks themselves are not known in advance. For
simplicity it is assumed that the policy-maker can control inflation and the
output gap subject to the constraints imposed by the Phillips curve as given
by equation (34). In the presence of cost-push shocks ηt there is a trade-off
between stabilizing the output gap and the inflation rate. For a policy chosen
at time t the following constraints must be respected

Et[ψ(L)πs]− φ(1)φ(β)(kxs − αηs) = 0 for s = t, t + 1, t + 2, . . . (53)

To solve this constrained optimization problem the following Lagrangian
function is formed with Lagrangian multipliers denoted by λt:

Λt =
∞∑

i=0

βiEt

[
1
2

{
Πt+i + κφ(1)φ(β)

ε x2
t+i

}

+λt+i {ψ(L)πt+i − φ(1)φ(β)(κxt+i − αηt+i)}

]
(54)

Because a policy is being chosen at time t, the inflation rates πt, . . . , πt+n−1

can be inconsistent with what was expected before the new policy was chosen.
To avoid attaching any special significance to the particular date on which policy
is decided, the additional constraint that the policy must be optimal from a
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timeless perspective is imposed.18 In practice, this amounts to imposing the
Phillips curve constraint in equation (53) for s = t−1, t−2, . . . , t−n additionally.

To obtain the first-order conditions characterizing the optimal policy under
commitment the derivatives of the Lagrangian function are calculated. For the
output gap xt:

∂Λt

∂xt
= βjκφ(1)φ(β)

(
1
ε
xt − λt

)
(55)

To obtain the derivative with respect to inflation some preliminary results
are needed. Differentiating the block of terms in Πt in equation (50) with respect
to πt−k:

∂Πt

∂πt−k
= 2

n−1∑
r=0

κr,kπt−r for k = 0, 1, . . . , n− 1

Using this result the expected discounted sum of cross-sectional variances in
equation (51) is differentiated with respect to πt:

∂

∂πt

∞∑

i=0

βiEtΩt+i =
2

φ(1)φ(β)

n−1∑
r=0

n−1∑
s=0

βsκr,sEt[πt−(r−s)] (56)

It will be helpful to write this equation with a lag polynomial. The appro-
priate polynomial can be obtained by examining the following sum:

n−1∑
r=0

n−1∑
s=0

βsκr,sz
r−s =

χ(z)
(1− z)(1− βz−1)

=
ψ(z)

1− βz−1

This expression is well defined for all z on and inside the unit circle since β
is a root of the polynomial ψ(z). Hence equation (56) can be stated as:

∂

∂πt

∞∑

i=0

βiEtΩt+i =
2

φ(1)φ(β)
Et

[
ψ(L)

1− βF
πt

]
+O(||ηt||3)

Using equation (51) it follows that the derivative of the Lagrangian with
respect to inflation is:

∂Λt

∂πt
= Et

[
ψ(L)
I− βF

πt + ψ(βF)λt

]
(57)

Setting first-order conditions (55) and (57) to zero:

xt = ελt

Et

[
ψ(L)(I− L)
I− βF

pt

]
= −Et [ψ(βF)λt] (58)

18See Woodford [22], Chapter 7 for more discussion of the timeless perspective.
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Using the definition of the lag polynomial χ(z) = (1 − z)ψ(z) in equation
(30):

χ(z) = χ(βz−1) and χ(z) = (1− z)ψ(z) = (1− βz−1)ψ(βz−1)

This result allows us to replace the lag polynomial on the left-hand side of
equation (58):

Et[ψ(βF)(pt + λt)] = 0

The polynomial ψ(βF) can be cancelled from the expression leaving pt+λt =
g(t) for some deterministic function of time. But choosing an optimal policy
from the timeless perspective requires that the solution be stationary and so
g(t) = 0:

pt = −λt and hence xt = −εpt

Therefore, the optimal policy under commitment from the timeless perspec-
tive is to contract economic activity when the price level is above target. The
policy can also be expressed as a form of nominal income target, but with dif-
ferent weights on the real output and price components:

1
1 + ε

xt +
ε

1 + ε
pt = 0

As ε → 1, the policy approaches the ordinary nominal income target xt+pt =
0.

B Technical Appendices

B.1 Adjustment Probabilities and Adjustment Times

It is not sufficient that the price-adjustment probabilities lie between 0 and 1
to guarantee the existence of a stationary distribution of adjustment times. To
see this consider an example with µi = 1/(i+1). In this case it is impossible to
find a stationary distribution of adjustment times {θi}∞i=0 that satisfies the three
properties given in (1). The reason is that the probability of price-adjustment
is too close to zero for large i. Of course, the example is peculiar in that
price-adjustment probabilities are falling as the distance between the last price
adjustment increases. Fortunately there are no problems constructing valid
adjustment-time distributions for more plausible cases. The following condition
is sufficient:

There exists a µ > 0 and an m such that µi ≥ µ for all i ≥ m

This guarantees that the following condition holds for the implied distribu-
tion of adjustment times:
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lim sup
i→∞

θi+1

θi
= r < 1

If this is true then
∑∞

i=0 θi < ∞, which allows the construction of a distri-
bution of adjustment times which satisfies all three properties.

B.2 Determining the Parameter Space

One problem with the recursive representation is finding restrictions on the φi

parameters, or the roots ρi, that ensure a distribution of price-adjustment times
which satisfies the three properties given in (1). For n > 2 there seems to be no
other way than manually checking the generated sequence {θi}∞i=0. But for the
case n = 2 it is possible to check using the φi coefficients directly.

The expressions for the first three terms of the adjustment-time distribution
as functions of φ1 and φ2 are:

θ0 = 1− φ1 − φ2

θ1 = φ1(1− φ1 − φ2)

θ2 = (φ2
1 + φ2)(1− φ1 − φ2)

It is immediately seen that the non-negativity and non-increasing properties
require:

0 ≤ φ1 + φ2 < 1 and 0 ≤ φ1 ≤ 1

If φ1 = 0 then φ2 must also equal 0 to guarantee the sequence is non-
increasing. If on the other hand, φ1 > 0 then the following is required:

0 ≤ φ1 +
φ2

φ1
≤ 1 which is equivalent to − φ2

1 ≤ φ2 ≤ φ1(1− φ1)

Suppose φ(z) is factorized as φ(z) = (1 − ρ1z)(1 − ρ2z). If either of these
roots were complex, then the other must be its conjugate pair. If complex roots
were permitted then there would be oscillations in the sequence {θi}∞i=0 which
violate the monotonicity condition. Hence both roots must be real numbers. To
rule out complex roots:

φ2 ≥ −1
4
φ2

1

The general solution for θi when the roots are distinct is:

θi = c1ρ
i
1 + c2ρ

i
2 for some c1 and c2 (59)

The roots are real, so without loss of generality assume ρ1 > ρ2. The differ-
ence between adjacent terms in the sequence is:

44



θi − θi+1 = c1(1− ρ1)ρi
1 + c2(1− ρ2)ρi

2 (60)

The formulae for the sum and product of roots give φ1 = ρ1 + ρ2 and
φ2 = −ρ1ρ2. It follows that at least one root must be non-negative, so ρ1 > 0.
For the sum of sequence to be convergent it must also be the case that ρ1 < 1
and −1 < ρ2 < 1. When both roots are positive, the resulting sequence is always
non-negative and non-increasing from equations (59) and (60). The final case
to consider is where one root is negative, ρ2 < 0. Under the earlier conditions,
the first terms of the sequence are valid only if:

θ0 − θ1 = c1(1− ρ1) + c2(1− ρ2) ≥ 0
θ1 − θ2 = c1(1− ρ1)ρ1 + c2(1− ρ2)ρ2 ≥ 0

Clearly, if the sum of the series is to converge, from equation (60), one of
c1(1 − ρ1) or c2(1 − ρ2) must be different from zero. Since their sum is non-
negative, one must be strictly positive. Since at most one can be negative, and
because ρ2 < 0 < ρ1, it follows that c1(1− ρ1) > 0. Hence:

θi = c1ρ
i
1

{
1 +

c2

c1

(
ρ2

ρ1

)i
}

θi − θi+1 = c1(1− ρ1)ρi
1

{
1 +

c2(1− ρ2)
c1(1− ρ1)

(
ρ2

ρ1

)i
}

So if the first three terms of {θi}∞i=0 satisfy the conditions then all subsequent
terms will if:

φ1 < 1 and − 1
4
φ2

1 ≤ φ2 ≤ φ1(1− φ1)

These inequalities can be restated in terms of ρ1 and ρ2:

ρ1 + ρ2 < 1 and (ρ1 + ρ2)(1− (ρ1 + ρ2)) + ρ1ρ2 ≥ 0 and ρ1, ρ2 ∈ R

It can be shown that the second inequality is equivalent to:

(
ρ1 − 1

3

)2

+
(

ρ2 − 1
3

)2

+
(

ρ1 − 1
3

)(
ρ2 − 1

3

)
≤ 1

3

The feasible parameter space is illustrated in Figure 12.
Note also how the roots ρ1 and ρ2 affect the behaviour of the sequence of

price-adjustment probabilities:

µ1 = 1− θ1

θ0
= 1− φ1 = 1− (ρ1 + ρ2)
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Figure 12: Feasible parameter ranges

The limit of this sequence is given by:

lim
i→∞

µi = lim
i→∞

θi − θi+1

θi
= lim

i→∞

c1(1− ρ1) + c2(1− ρ2)
(

ρ2
ρ1

)i

c1 + c2

(
ρ2
ρ1

)i
= 1− ρ1

B.3 Existence of a Recursive Representation

The existence of a recursive representation for a particular time-dependent pric-
ing model depends on the existence of a polynomial φ(z) which is analytic on
the unit disc, has all its roots outside the unit circle, and satisfies the following
property:

θ(z) =
φ(1)
φ(z)

Given that φ(1) = θ(0), this polynomial is based on a Taylor expansion of
the expression defined by:

φ(z) ≡ θ(0)
θ(z)

The Taylor expansion exists and converges on the unit disc if θ(z) is itself
analytic on the unit disc and has all of its roots strictly outside the unit cir-
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cle. A sufficient condition for this is that the price-adjustment probabilities
are bounded away from zero, and that the sequence of price-adjustment times
satisfies the three properties.19

r ≡ inf{µ1, µ2, . . .} > 0

Then let c = 1− (r/2) and define:

g(z) ≡ (1− cz)θ(z)

By substituting in θ(z) =
∑∞

i=0 θiz
i the following is obtained:

g(z) = θ0 −
∞∑

i=1

(cθi−1 − θi)zi

Let F (z) = θ0 and f(z) = −∑∞
i=1(cθi−1 − θi)zi. By definition, g = F + f .

Noting that c < 1, a d > 0 and c(1 + d) < 1 can be defined by setting d =
(1/2)(c−1 − 1). The open unit disc with radius 1 + d is denoted by D, its
boundary by C. For all z ∈ C the following chain of inequalities must hold:

|f(z)| ≤
∞∑

i=1

(cθi−1 − θi)|z|i ≤
∞∑

i=1

(cθi−1 − θi)(1 + d)i

= c(1 + d)θ0 − (1− c(1 + d))
∞∑

i=1

(1 + d)iθi ≤ c(1 + d)θ0 < θ0

By Rouché’s theorem20, if F and f are analytic on a domain D and continu-
ous up to its boundary C, and if |f(z)| < |F (z)| on C then F and F +f have the
same number of roots on D. Since |F (z)| = θ0 it follows that g(z) has the same
number of roots on D as F (z) which has no roots since θ0 > 0. And because
any root of θ(z) is by construction a root of g(z), it must be the case that any
root of θ(z) does not lie in D. Since D contains the unit circle, any root z0 of
θ(z) must satisfy |z0| > 1.

As all the roots of θ(z) lie strictly outside the unit circle, its inverse is analytic
on the unit disc and has a convergent Taylor expansion. Thus a recursive
representation exists.

B.4 Roots of the Lag Polynomial for Inflation

The two lag polynomials that characterize price and inflation dynamics in the
direct and recursive forms of the model are:

Direct: ℵ(z) ≡ 1− θ(z)ϑ(z−1)

Recursive: χ(z) ≡ φ(z)φ(βz−1)− φ(1)φ(β)

19I am indebted to Graham Brightwell for suggesting the following proof.
20For further details see a text on complex analysis, such as Gamelin [8].
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The link between these two polynomials is given by χ(z) = φ(z)φ(βz−1)ℵ(z).
Since ℵ(1) = χ(1) = 0 and ℵ(β) = χ(β) = 0 both have roots at z = 1 and z = β.
The polynomials are differentiated to determine the multiplicity of the roots. It
is convenient to define the following function z(z) ≡ zθ′(z)/θ(z).

ℵ′(1) = −(z(1)−z(β)) and χ′(1) = −φ(1)2

θ(β)
(z(1)−z(β))

To see that z(z) is increasing for 0 < z ≤ 1, observe that for all 0 < γ ≤ 1:

z′(γ) =
1
γ

{
θ′′γ (1) + θ′γ(1)(1− θ′γ(1))

}
> 0 where θγ(z) =

θ(γz)
θ(γ)

This is because the coefficients of the polynomial θγ(z) are positive and sum
to one and so define a random variable taking values 0, 1, . . ., and which has a
positive variance when there is some price stickiness. The expression in brackets
is equal to that variance. So β < 1 implies that z(1) − z(β) > 0, and hence
that the root z = 1 has multiplicity one.

The polynomials ℵ(z) and χ(z) are symmetric in the sense that:

ℵ(z) = ℵ(βz−1) and χ(z) = χ(βz−1)

Such symmetric polynomials have well-known properties such as that their
roots occur in pairs with product β and the roots in the same pair have the
same multiplicity. It follows that the root z = β has multiplicity one for both
ℵ(z) and χ(z). For the model to have a unique, non-explosive and stationary
equilibrium it is necessary that each pair of roots has one inside and one outside
the unit circle. This is done by showing there are no roots with β ≤ |z| ≤ 1,
except for z = β and z = 1.

Consider a general complex root z = reiω of ℵ(z) = 0, where i =
√−1. ℵ(z)

is a symmetric polynomial so it can be written as:

ℵ(z) = ℵ0 +
∞∑

k=1

ℵk(zk + βkz−k)

Given that the sequences {θi}∞i=0 and {ϑi}∞i=0 are non-negative, all the co-
efficients of the powers of z in θ(z)ϑ(z−1) are non-negative. Furthermore, since
θ(1) = 1 and ϑ(1) = 1, the maximum size of any coefficient is 1. And because
ℵ(z) ≡ 1 − θ(z)ϑ(z−1), it must be the case that ℵ0 ≥ 0 and ℵk ≤ 0 for all k.
If some prices are sticky these inequalities can be strengthened to ℵ0 > 0 and
ℵ1 < 0.

Evaluating ℵ(z) at z = reiω:

ℵ(reiω) =

{
ℵ0 +

∞∑

k=1

ℵk(rk + βkr−k) cos(ωk)

}
+i

{ ∞∑

k=1

ℵk(rk + βkr−k) sin(ωk)

}
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Since z = 1 is a root of ℵ(z) it follows that:

ℵ0 +
∞∑

k=1

ℵk(1 + βk) = 0

Because ℵk ≤ 0 for k ≥ 1 and cos(ωk) ≤ 1:

Re(ℵ(reiω)) = ℵ0 +
∞∑

k=1

ℵk(rk + βkr−k) cos(ωk) ≥ ℵ0 +
∞∑

k=1

ℵk(rk + βkr−k)

The inequality is strict if cos(ωk) < 1 for some k with ℵk < 0. It is known
that ℵ1 < 0 when prices are sticky. So if r = 1 then it must be the case that
cos(ω) = 0, which implies z = 1. This is the only possible root of ℵ(z) with
modulus 1. And because the roots must occur in pairs with product β and the
same multiplicity, then z = β is the only root with modulus β. Now assume for
contradiction that there is a root with β < r < 1. Then rk < 1 and βkr−k < 1
for all k ≥ 1. Since ℵ1 < 0 and ℵk ≤ 0 for all k ≥ 2:

Re(ℵ(reiω)) ≥ −
∞∑

k=1

ℵk((1+βk)−(rk+βkr−k)) = −
∞∑

k=1

ℵk(1−rk)(1−βkr−k) > 0

It follows that Re(ℵ(reiω)) 6= 0 and so z = reiω cannot be a root of ℵ(z). So
all roots z must satisfy |z| ≤ β or |z| ≥ 1. Because φ(z) has roots only outside
the unit circle, and φ(βz−1) has only roots with modulus lower than β, these
properties are inherited by the polynomial χ(z) as well.

To summarize: When 0 < β < 1 and there is some price stickiness so m1 > 0,
the roots of both ℵ(z) and χ(z) have the following properties:

1. z = 1 is a root of multiplicity one

2. z = β is a root of multiplicity one

3. For any other root z = z0 of multiplicity m, z = βz−1
0 must also be a root

of multiplicity m, and either 0 < |z0| < β or 1 < |z0| < ∞ must hold.

These properties ensure that the dynamics of inflation and the output gap
are well defined in the sense that if one of the two variables is a stationary process
then there is a unique stationary process for the other variable compatible with
the aggregate supply equation.

C Data Appendix

Here a description of the time series used in the empirical analysis is given. The
data are quarterly for US between 1960:1 and 2003:4. The source of all these
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series is the Federal Reserve Economic Database (FRED). The following table
gives a brief description of each series:

Series Description
Inflation Annualized percentage change of GDP

deflator between consecutive quarters
Real unit labour costs Percentage deviation of non-farm

business real unit labour costs
Output gap Quadratically detrended log real

GDP
Spread Spread between 3-month Treasury Bill

and 10-year government bond
Wage Inflation Annualized percentage change in nominal

compensation in non-farm business sector
Commodity price inflation Percentage change in commodity price

index between consecutive quarters
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